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Abstract. In this paper we describe ChatBDI, a framework for
extending Belief-Desire-Intention (BDI) agents implemented in Ja-
son with the ability to understand and generate messages in natu-
ral language by exploiting embeddings and Large Language Models
(LLMs). Thanks to the generative power of LLMs, the ‘chattifica-
tion’” of new or legacy multiagent systems (MAS) adds a creative and
fluent ‘language actuator’ to BDI agents and serves two main pur-
poses. First, it allows users to enter the MAS and conversate with
any other software agent in natural language, as if humans were
agents themselves. Second, it allows both the MAS developers and
the users to follow the conversation among software agents and to
ask them information on their behavior and decisions, acting as a
lightweight co-pilot and improving transparency and explainability.
The major strength of ChatBDI, and its distinguishing feature w.r.t.
related works, is its general purpose nature: by exploiting plan in-
jection and sophisticated meta-programming facilities, ChatBDI can
be used to chattify any MAS implemented in Jason or JaCaMo with
neither adaptations of the ChatBDI code itself, nor changes to the
existing AgentSpeak(L) agents’ source code.

1 Introduction

Strong agency, leading to the notion of cognitive agents, adds to the
agents’ characteristics devised by Jennings, Sycara and Wooldridge
[29], namely situatedness, autonomy, sociality, reactivity and proac-
tivity, the requirement of being conceptualized in terms of men-
talistic features like beliefs, desires, goals, intentions. The Belief-
Desire-Intention (BDI) architecture [7, 36] is one of the most well
known examples of agent architecture adhering to the strong defi-
nition of agency. BDI agents are characterized by their intentions,
which paves the way to make them ‘intentional speakers’, in the line
of [2, 41, 46]. Nevertheless, BDI agents do not natively ‘speak’: they
were not born with communication with humans in mind, and works
that extend them with speaking capabilities are few. On the other
hand, Large Language Models (LLMs) excel in generating natural
language sentences, but they are neither cognitive architectures [30]
nor intentional speakers as well, because they lack goals and inten-
tions [34, 40]. As recently put forward [17], LLMs seem indeed suit-
able for ‘small talking’; ‘deep talking’, that requires deeper cognitive

activities and a more controlled conversations flow, may take advan-
tage of an integration with a BDI approach.

This paper presents ChatBDI, a framework belonging to the
VESNA Toolkit ecosystem® aimed at ‘chattifying’ BDI agents by
equipping them with LLM-based language actuators. The ChatBDI
idea was first sketched in a two-pages extended abstract [22],
whereas the full design, implementation, and evaluation are pre-
sented here. ChatBDI is implemented using Jason [6], JaCaMo [5]
and tools from the Ollama suite®>. The Knowledge Query and Ma-
nipulation Language, KQML [19], is used as intermediate language
between agents and LLMs. As a side-product of the chattification,
the BDI model behind ChatBDI provides an ‘intentional brain’ to
LLMs, hence addressing one of their major limitations as speakers.

To demonstrate the reproducibility and generality of our approach,
we addressed the challenge of exploiting ChatBDI to chattify pre-
existing MAS code available online. We deliberately avoided build-
ing new MASs for this purpose, as it would have introduced bias by
being tailored to support user interaction by design.

The paper is organized as follows: Section 2 provides an overview
of Jason and KQML. Section 3 motivates the work and presents the
ChatBDI high level architecture. Section 4 covers the engineering
of ChatBDI. Section 5 presents two case studies showing — respec-
tively — the adoption of ChatBDI for supporting developers thanks
to human readable explanations, and its adoption to allow humans to
seamlessly interact with agents in a social-media style. Experimental
evaluation of the translation from natural language to KQML is dis-
cussed in Section 6. Section 7 presents related and future works, and
concludes.

2 Background

AgentSpeak(L) [35] is a logic-based programming language for BDI
agents. Jason [6] extends it with practical features and provides an
interpreter for AgentSpeak(L), while JaCaMo [5] integrates Jason
with environment artifacts [38] for multi-agent programming. In Ja-
son, communication is performed through the internal action . send,
which specifies the receiver, the illocutionary force (also named per-
formative or speech act), and the content.

Speech act theory, introduced by Austin [2] and further devel-
oped by Searle [41], explores how language performs actions beyond
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merely conveying information. The Knowledge Query and Manipu-
lation Language (KQML [19]) is a message format, which we de-
scribe in the syntactic variant used by Jason. KQML'’s semantics [31]
was adapted for AgentSpeak(L) by Vieira et al. [43] and was recently
extended to support situatedness [18].

In line with the speech act theory and KQML, Jason messages
can be abstracted as quadruples (S, R, I[F,CNT), where S is the
sender, R is the receiver, [ F' is the illocutionary force, and CNT is
the message content, represented by an atomic formula.

The illocutionary forces considered in this paper are the following,
whose semantics is adapted from [43]:

tell: Sintends R to believe (that S believes) C'NT to be true;

tellHow: C'NT is a plan; S intends R to integrate the CNT
plan into its plan library;

achieve: S requests R to achieve a state where C'NT is true;

askOne: S wants one of R’s answers to a question (i.e., one belief
that unifies with CN'T);

askHow: CNT is a triggering event; .S intends R to share one of
its plans whose triggering event matches C N'T'.

To make some examples inspired by the auction domain,
the Jason interpreter would manage a .send(ag2, tell,
alliance) action performed by ag3 by adding the belief
alliance[source (ag3)] to ag2’s belief base. The addition
of a new belief may trigger the execution of one of ag2’s plans.
.send (ag2, achieve, place_bid(flight, may, 3,
paris, athens, 340)) ishandled by adding the achievement
goal !place_bid(flight, may, 3, paris, athens,
340) to ag2’s goal base.

Finally, . send (ag3, askHow, auction(X), Plan) uni-
fies the P 1an variable with one among ag3’s plans having a trigger-
ing event that unifies with +auction (X).

3 Motivation and High Level Architecture

Table 1 presents a conceptual framework for categorizing human-
software conversational interactions based on the nature of the
software partner. Though not exhaustive, it reflects our experience
and highlights trade-offs between symbolic, sub-symbolic, and hy-
brid approaches. The evaluations are heuristic, not empirical. While
ChatBDI is the only example listed under ‘BDI + LLM’, we do not
claim exclusivity. However, to our knowledge, no existing work en-
ables general purpose multi-turn conversations with BDI agents sup-
porting both natural language understanding and generation as we
propose here.

By ‘conversation with pure BDI agent’ (line 1) we mean a con-
versation that the user carries out with a BDI agent not equipped
with natural language processing capabilities, hence requiring the hu-
man user to ‘speak’ directly in the Agent Communication Language
(ACL), be it KQML or any other format. In that setting, which is
purely theoretical, no natural language sentences would be produced
by the BDI agent, but the agent would understand what the human
says, as it is expressed in the ACL the agent knows and understands.
Also, the exchange of messages would be driven by the agent’s logic
(more precisely, by the agent’s intentions), in turn designed and im-
plemented by the designer and hence controllable, inspectable, and
possibly complex, as the wide literature on agent interaction proto-
cols demonstrates [11, 12, 42].

On the other extreme of the spectrum given by the quality of nat-
ural language interaction, conversating with an LLM partner (line 4)
is extremely realistic and engaging from the point of view of natural
language generation and understanding, but it misses the intention-

and logic-driven dimension of the conversation.

In between, there are intent-based chatbots like Rasa [37] and Di-
alogflow [24] that rely on a combination of ‘somehow’ symbolic —
intents and ‘stories’ — and sub-symbolic approaches — the Natural
Language Understanding component that relies on machine learn-
ing — (line 2), and integrations of intent-based chatbots and BDI
agents [15] (line 3).

ChatBDI falls in the ‘BDI agents + LLM’ category (line 5) and
takes the best from both the pure BDI approach, and the pure gen-
erative approach represented by LLMs. The BDI component drives
the conversation via logical and intention-driven reasoning, acting as
the ‘brain’ of the software conversational partner, while the genera-
tive component overcomes the limitations of a pure BDI approach by
making generated sentences fluent, varied, and realistic.

Tell me your
lexicon
This is my m
lexicon....
If you do not
understand
do this: ....

Ok

—gw~+aT0

@Bob

sentence
Speech act

Content

Answer to
request: ....
The answer is:

Figure 1. Information flow in ChatBDI: messages are in natural language
in the left-hand side, and in the ACL in the right-hand side.
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Figure 2. Exploitation of embeddings in ChatBDI, to adapt to the agent’s
lexicon.

In the same way as humans naturally adapt their language — ad-
justing lexicon and style to suit their interlocutor [3, 10] — ChatBDI
applies a similar adaptation mechanism to improve the understand-
ing of user input. However, as in human communication, where mis-
understandings can occur even among speakers of the same lan-
guage [9], the translation from natural language to the agent com-
munication format performed by ChatBDI may still fail, despite ef-
forts to use appropriate wording and structure. Such failures are not
unique to our approach; they are an inherent characteristic of any
conversational system [4].

The observations above led us to conceive the information flow
depicted in Figure 1, where ChatBDI teaches the agents in the MAS
to interact with humans, and then acts as a middleperson between the
human and the agents, to let them understand each other.

First, ChatBDI instructs all agents in the system to share their lex-
icon. Then, it instructs them to share their behavioral knowledge,
namely what they are able to do. Finally, it instructs them to answer
correctly when they do not understand some message.
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Table 1.

A conceptual framework for human-machine conversation types, according to the kind of software conversational partner. Approach is the main

technique used by the software partner. Gen. refers to positive (Pros) or negative (Cons) features of the individual natural language sentences that the software
conversational partner is able to produce. Underst. refers to issues that the conversational partner may experience in understanding user’s messages. Conv.
refers to features of the conversation, as a coherent exchange of sentences between the two partners; Rif. lists selected examples of implementations of such

conversational partners.

symbolic ied; possibly aligned

with intentions

Partner Approach Gen. (Pros) Gen. (Cons) Understanding Conv. (Pros) Conv. (Cons) Rif.
Pure BDI'agent | Symbolic - - Always  correct | Logic- and | No NL; unnatural | [14]

(ACL); no NLU | intent-driven; for human users

needed inspectable
Intent-based Hybrid (‘somehow Fluent; template- Rigid; Tow varia- NLU may fail; Controlled paths; Limited depth; no [37], [24]
chatbot symbolic + sub- | based tion depends on intent | easy to configure real goal modeling

symbolic) classification

BDI + intent- | Hybrid (symbolic + | Fluent; tied to agent | Scripted; NLU may fail; | Richerlogic from | Misalignment may | [I3]
based chatbot sub-symbolic) logic fully flexible limited integration | BDI cause incoherence

with beliefs/goals
LLM Sub-symbolic Extremely fluent and | Uncontrolled; Prone to misun- | Natural, open- | Not goal-driven; | [32]

varied hallucinations derstanding; lacks | ended interaction | easily inconsistent
possible grounding

BDI+ LLM Symbolic + sub- | Fluent, plausible, var- | Agent intent may | Errors possible in | Combines  flu-

be distorted; no
control guarantee

Inconsistent output; ChatBDI
multi-turn ~ coher- | [22]

mapping NL to | ency and logic- \
ence fragile

ACL driven goals

After the teaching phase, interaction with the human may take
place. When the human types a sentence in the chat whose target
is a specific agent using the @AgentName syntax, ChatBDI classi-
fies the speech act behind the sentence (sharing an information, ask-
ing for an information, asking the agent to perform some action) and
looks for the lexicon element that best fits the user’s sentence, as pos-
sible argument of the speech act. The message for the agent is hence
prepared in a lexicon-driven way. If the user’s message is a broadcast
for all the agents, the union of lexica of all the agents is considered
by ChatBDI in the translation from natural language to ACL.

When - instead — an agent sends a message in the ACL to the hu-
man, ChatBDI task is simpler as the speech act is already explicitly
encoded in the message. If the content uses symbols that have also a
meaning in natural language, as usually happens in agent conversa-
tions, a message for the human can be generated almost easily.

Thanks to ChatBDI’s design, MAS developers can build tradi-
tional BDI systems without worrying about human interaction from
the outset. The distinction between messages coming from humans
or from agents becomes irrelevant at runtime because ChatBDI acts
as a translation layer. To the agents, human messages appear as stan-
dard ACL messages; to the human user, agent replies are rendered in
natural language.

To anticipate a few details that are discussed in Section 4, the task
of teaching agents in the MAS exploits meta-programming capabil-
ities offered by many declarative frameworks to allow one agent to
tell another agent ‘how to do things’. The task of looking for the lex-
icon element that best fits the user’s sentence is faced by exploiting
embeddings, while both the lexicon-driven translation from natural
language to ACL and the translation from ACL to natural language
exploit an LLM.

The way a human sentence is translated into ACL is shown in Fig-
ure 2. The identification of the speech act of the user’s sentence, ex-
ploits the LLM. The computed best fit is passed to the LLM inside a
carefully crafted prompt, together with the classified speech act, ask-
ing the LLM to generate a corresponding message in the ACL. The
other way round requires the ACL message to be sent to the LLM,
inside the context of a suitable prompt. This architecture follows a
neurosymbolic paradigm, as discussed in the next section.

4 Engineering ChatBDI in Jason

The challenge in engineering ChatBDI lays in the design of the chat-
tification mechanism, which makes existing Jason agents able to chat
via injecting new capabilities (new ‘plans to talk’) in their code with-
out modifying the source, and that leverages the bidirectional trans-

lation between structured KQML messages and natural language.
Meta-programming techniques need to be used: Jason agents are in-
structed by ChatBDInt, the ‘middleperson’ between humans and the
MAS, on how to share their own beliefs, triggering events, and other
literals, so to providing the ‘lexicon’ to help LLMs in performing the
translation.

LLMs are good in generating sentences and this is why we de-
cided to use them to move from structured KQML messages to natu-
ral language. However, converting sentences into KQML structured
messages is more complex. We opted for using LLMs here as well,
in combination with embeddings, but other approaches (or combina-
tions of approaches) might be explored.

The ChatBDI design relies on the presence of a kgmi2nl func-
tion, which uses a carefully engineered prompt to guide the LLM
in generating a natural language sentence from a given KQML mes-
sage. Conversely, the nl2kgml! function translates user-provided nat-
ural language sentences into KQML messages, inferring the appro-
priate performative — such as tell, achieve, or ask — based on
the sentence content and conversational context.

Consider giacomo informing the BDI agent maria via the
sentence: ‘Maria, there is a bid for the flight
of December 15th, from Paris to Athens, for
255 euros’.

This maps to the KQML message ( giacomo, maria, tell,
bid (flight, december, 15, paris, athens, 255) ) but
requires context awareness. Given that maria is a BDI agent in
AgentSpeak(L), her ability to understand and process the message
depends on her goals, beliefs, and plans.

If maria already has beliefs like bid (f1ight, april, 11,
london, madrid, 320), bid(flight, june, 2, From,
To, Price), they represent a context for the conversation, and may
be abstracted into a template that may be used by the LLM to cor-
rectly translate the sentence above.

The MAS chattification is illustrated in Algorithm 1.

The process begins with the ChatBDI interpreter, ChatBDInt, in-
teracting with each agent A in the MAS. During this phase, ChatB-
DInt instructs each agent on how to expose their lexicon, namely
the contextual information needed to interpret speech acts — such
as relevant beliefs, triggers, and known actions — so that an LLM
can translate between natural language and KQML effectively. In
addition, it equips agents with a default fallback behavior for han-
dling unrecognized or malformed messages. This setup phase, which
we call chattification, is carried out by sending new plans to each
agent via the tel1How performative: one to support context sharing
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Input: Agents: List of all agents
Output: All agents, except ChatBDInt, are ‘chattified’
Function ChattifyAllAgents (Agents):
foreach Agent € Agents \ ChatBDInt do
| ChattifyAgent (Agent);
end
Function ChattifyAgent (Agent):
Send (Agent, tellHow, ProvideAllPlans);
Send (Agent, tellHow, ProvideContext);
Send (Agent, tellHow, ManageMsgFailure);
Function ProvideContext ():
Send (ChatBDInt, tell, context ([ListLiterals (),
‘ ListTriggers (), ListBeliefs()]));
Function ProvideAllPlans ():
‘ Send (ChatBDInt, tell, getPlanLibrary().getPlans()) ;
Function ListLiterals ():
literals <+ ListBeliefs ();
foreach p € getPlanLibrary().getPlans() do
if p.getTrigger().getType() == belief then
| literals.add(p.getTrigger());
end
plan_context « p.getContext();
if plan_context # true then
foreach belief € plan_context do
| literals.add(belief);
end

end

end

return [iterals

Function ListTriggers():

triggers < new empty list;

foreach p € getPlanLibrary().getPlans() do
| triggers.add(p.getTrigger());

end

return triggers

Algorithm 1: Chattification of the MAS

(ProvideContext), and another to handle cases where the agent
cannot understand a received message (ManageMsgFailure).

The pseudo-code in Algorithm 1 presents the process at a very
high level, using imperative notation and function-like definitions of
behaviors to convey the idea of what ChatBDInt is expected to do,
even to readers that are not familiar with AgentSpeak(L).

Within ChattifyAgent (Agent), tellHow
ProvideContext ‘injects’ plans to agents enabling ChatB-
DInt to later trigger these plans via an achieve message and
gather information for translating between natural language and
KQML without modifying the agents’ source code. Key behaviors
— modeled by functions ListTriggers (), ListBeliefs ()
(not shown in the pseudo-code), and ListLiterals () to collect
triggers, beliefs, and literals and send them to ChatBDlInt via tell
— are taught to each agent. Furthermore, ProvideAllPlans
injects support plans that enable ChatBDInt to retrieve the complete
set of plans defined in each agent. Unlike the plans provided by
ProvideContext, which support message understanding, these
serve for enabling explainability. Specifically, they allow users to
inspect an agent’s capabilities by listing its available plans. When
the user wants to understand how a particular triggering event is
handled, ChatBDInt sends an askHow message to the agent. The
agent replies with the corresponding plan, which is then passed to
the LLM for natural language explanation.

Last but not least, the chattification process injects a
ManageMsgFailure plan to handle cases where received
messages cannot be properly processed. When translation errors
occur, the agent triggers the failure plan, notifies ChatBDInt, and
prompts a ‘not understood’ message to be shown to the user. This
feedback loop enables the user to revise and resend their message
with better alignment, while making it clear that the agent was

Procedure GetAl1Plans (Agent):
Send (Agent, achieve, ProvideAllPlans);
Receive (Agent, tell, Plans);
M sg = “Which plan you want among: * + Plans;
Show (User, Msg);
Trigger = GetMsg (User);
Show (User, ExplainPlan (Agent, T'rigger));
Function ExplainPlan (Agent, Trigger):
Send (Agent, askHow, Trigger, Plan) ;
Prompt = ‘Describe this plan: * + Plan;
M sg = kgmi2nl (Prompt);
return M sg;
Procedure UserMessageToAgent (Agent, Msg):
Send (Agent, achieve, ProvideContext);
Receive (Agent, Context) ;
Embedding = ComputeEmbedding (Msg);
min_distance = Threshold,
BestEmbedding = null;
foreach Literal € Context do
Lit Embedding = ComputeEmbedding (Literal) ;
distance = cosine(Lit Embedding, Embedding);
if distance < min_distance then
min_distance = distance;
BestEmbedding = Lit Embedding ;
end
end
if Best Embedding is null then
\ Show (User, ‘Message not understood’);
end
else
Prompt = ‘Modity literal > + Best Embedding + *
according to sentence ’ + M sg;
KgmlM sg = nl2kgml (Prompt);
Per formative = Extract Per formative(M sg);
Send (Agent, Per formative, KgmlMsg) ;
end
Procedure AgentMessageToUser (Agent, KqmlMsg) :
Prompt = ‘Generate sentence for * + KgmlM sg;
M sg = kgmi2nl (Prompt),
Show (User, M sg);
Algorithm 2: ChatBDInt

unable to act on the original input.

Once the ‘chattification’ step is concluded, all the agents in MAS
except ChatBDInt have been instrumented. Thus, ChatBDInt can
count on the presence of the plans to inspect the agents in the MAS,
or can exploit askHow, and can gather all information it needs by
calling such plans. Algorithm 2 reports some of these functionali-
ties. In one direction, the user sends a natural language message Msg
to agent Agent through the chat. ChatBDInt processes the message,
retrieves the speech act context from Agent using achieve to trig-
ger one of the injected plans, that for context retrieval. Next, the em-
bedding of Msg is computed and compared against the embeddings
available in the agent’s context. Each candidate is evaluated for sim-
ilarity, and the closest match — denoted as BestEmbedding — is
selected, provided its distance is below a predefined threshold. This
threshold acts as a safeguard: if no embedding falls within the accept-
able range, ChatBDInt concludes that the message cannot be reliably
interpreted and the user is notified with a "not understood’ message.
If a suitable match is found, ChatBDInt proceeds to invoke the LLM
with both Best Embedding and Msg to generate the corresponding
KQML message.

This embedding-guided process highlights the neurosymbolic na-
ture of our architecture. Although ChatBDI relies on an LLM for
language generation and interpretation, its operation is explicitly
constrained by symbolic information extracted from the agent. The
LLM is only invoked after the user’s input has been grounded in
the agent’s known beliefs, plans, and triggers via the embedding
step. As a result, sub-symbolic reasoning is tightly coupled with



3650 A. Gatti et al. / Let Me Talk to You! Natural Language Interaction Between Humans and BDI Agents via ChatBDI

— and restricted by — the agent’s symbolic structure, ensuring co-
herence with the agent’s logic and behavior. Crucially, this trans-
lation step also includes the inference of the appropriate perfor-
mative (e.g., tell, achieve, ask), based on the content and
structure of Msg. The resulting KQML message is then sent to
Agent, as specified by the user. This full process is described in
the UserMessageToAgent procedure. In the reverse direction,
when Agent sends a KQML message to the user, ChatBDInt re-
ceives it (via AgentMessageToUser procedure), forwards it to
the LLM for kgmi2nl translation, and delivers the translated natural
language message to the chat for the user to view. In both cases,
Prompt = ‘Modify literal’... and Prompt = ‘Generate sentence
for’... are abstractions of the process of properly creating a prompt
— much more complex than the short one above, and available in the
ChatBDI GitHub repository* — to push the burden of the translation
onto the LLM. The remaining functions in Algorithm 2 support MAS
introspection. For example, ExplainPlan explains a plan selected
via GetAllPlans, translating symbolic KQML content into nat-
ural language, as in AgentMessageToUser. This process recurs
throughout execution.

Implementation-wise, ChatBDI is modular and extensible. ChatB-
DInt is decoupled from the translation logic, which is handled via
CArtAgO artifacts. This design allows the natural language interface
to be updated or replaced independently of the MAS logic. Thus,
ChatBDlI is not tied to a particular translation method; rather, it serves
as a general-purpose framework that enables chattification and makes
translation useful for agent-MAS communication.

For the LLM implementation we explored the Ollama models be-
cause they are definitely ‘more’ open source than GPT. At the time of
writing, qwen2 . 5: 7b° turned out to offer a good balance between
being lightweight and having good accuracy.

Also the implementation of nl2kgml (see Section 6) is based on a
well crafted prompt passed to gqwen that was used after the embed-
ding creation step carried out with all-minilm®, for both speech
act and content extraction.

Other models can be used instead of qwen and all-minilm
and the ChatBDI repository is often updated to reflect the results of
experiments we are continuously carrying out.

5 ChatBDI at Work

This section shows how ChatBDI can be used in a closed MAS —
where the agents in the MAS are set at design time and no new agents
can join — highlighting its support to explainability through inspec-
tion, and its use in an open MAS, where agents can enter and leave
the MAS at runtime and users can join the system as agents.

A key goal in both cases is to show that ChatBDI can be integrated
into existing MAS without modifying their source code, aside from
connecting to the selected Ollama models. To show this, we down-
loaded the original JaCaMo projects and successfully ran them with
ChatBDI, making only minor technical adjustments (e.g., adding de-
lays to ensure proper initialization).

5.1 Closed MAS: Chattifying a Domestic Robot

The example is based on the Jason code for the Domestic Robot ex-
ample available with the latest Jason release’ ported to JaCaMo. The

4 https://github.com/VEsNA-ToolKit/chatbdi.

5 https://ollama.com/library/qwen.

6 https://ollama.com/library/all-minilm.

7 https://github.com/jason-lang/jason/tree/master/examples/domestic-robot.

code of the agents is unchanged, what we changed in the porting is
the way agents connect to the environment.

The Domestic Robot example is described in the Jason book [6]
and has been adopted recently to showcase a multilevel explainability
framework [47]. It involves three agents named robot, owner and
supermarket. The robot is expected to provide beer to its owner —
ordering it from the supermarket if there is not enough in the fridge —
but not too much beer to avoid health issues. Agent names are hard-
wired in the code, which is hence closed since not conceived to allow
agents different from the three above to enter the system.

Figure 3 illustrates the three kinds of explanations supported by
ChatBDI. First, a broadcast query (e.g., listing the agents in the
MAS) is answered by ChatBDInt. Second, a directed message (us-
ing the @ symbol) is translated into KQML and sent to the intended
agent, which replies based on the triggering events of its plans; re-
peated answers reflect multiple plans handling the same event and
could be removed by post-processing the text. Finally, for a how-
query (e.g., has (owner, beer) ), the system inspects the contexts
of all relevant plans and explains the actions each plan entails.

5.2  Open MAS: Chattifying a JaCaMo Auction

In the second scenario, we chattified the JaCaMo code for the auction
available online®. In this MAS, an auctioneer broadcasts a message
with his requirements, participants send him back messages with the
prices, and the auctioneer broadcasts the winner. Although the Ja-
CaMo online MAS involves one auctioneer and four bidders, the
code is independent from the agents names and does not depend on
their number. This makes it open, and allows a human user to seam-
lessly act as bidder.

Figure 4 depicts an auction run where the human user, named
giacomo, places two bids and wins with the second one. In this
figure, we see how ChatBDI correctly handles the user’s messages,
as the auctioneer treats giacomo like any other agent’s, resulting in
the user winning by placing the highest bid. ChatBDI enhances the
user experience by allowing the human participant to observe other
agents’ bids, making the entire auction process transparent and ac-
cessible. Moreover, introspection remains available, as ChatBDInt
always allows users to query the MAS. Figure 5 shows the user’s re-
quest about the available agents, and the description of bob’s plans.

6 Experiments on NL to KQML Translation

We evaluated the nl2kgml function integrated in ChatBDI on three
capabilities: (i) embedding finding (semantic retrieval of the nearest
agent literal), (ii) performative classification (speech act identifica-
tion), and (iii) term generation (KQML message content synthesis in
logical form, given the set of agent literals from the domain with the
same functor as the correct embedding). Experiments were run lo-
cally via Ollama; results are browsable in our Streamlit dashboard’
with controls for Configuration, Domains, Models, and Temperature.

In order to run experiments we created a brand new dataset
of triples < NL sentence, correct performative, correct content >
also available in the Streamlit dashboard. Sentences covered ten
very diverse domains — domestic_robot (23 sentences), tickets (21),
cooking (24), employer_management (22), robot_assistant (20),
booking (23), banking (22), house_builder (30), car_control (22),
games_platform (22) — spanning both structured and heterogeneous
vocabularies.

8 https://jacamo-lang.github.io/jacamo/tutorials/coordination/readme.html.
9 https://vesna-toolkit-chatbdi-testsdashboard-svwkjh.streamlit.app.
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:d: update_embeddingsiGinterprete
d: update_embeddingsiinterprete

interpreter
"In this multi-agent system, the agents are dotted as
follows: robot, owner, and supermarket.”

oreter),ast_order_id(1))
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uct,Qtd)[source{Ag)] ), In namespd see
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interpreter) last_order_id(1}]), in naj
2d: update_embeddingsi[interprete

4 update_embeddingsifinterprete| [RASSN

I can do the following things: * | can have beer. * | can
have beer. * | can have beer. * | can have something
else. * | can be ata place. * | can be at a place. * | can
deliver beer. * | can stock beer. * | can have time. * | can
be at a robot. * | can stock beer. * | can have beer.

can do as a dotted list. The list of | user

- describe a plan

interpreter
Please write on the chat the plan you want:

e O H X Kill age] ['has(owner,beer)","has(owner,beer)","has(owner,beer)","has

user
has(owner, beer)

robot

I can perform this plan: first, | will check if the fridge
contains beer and if there is not too much. If these
conditions are met, | will open the fridge, get the beer,
close the fridge, and hand it to the owner. If the fridge
does not contain beer, | will send a request to the
supermarket to order some. If there is too much beer, |
will send a message to the owner informing them of the
Department of Health's limit on beer consumption.

| send

Figure 3. Screenshot showing a run of the Jason domestic robot example ported to JaCaMo, with explanations.

t_ticket{athens,paris,"18/1 2/20157)),auction{service,flight_ticket{paris,athens,”
am bob
£2015%), maria), interpreter{giacome),auction{service flight_ticket{athens,paris,”

15"),maria),interpreter{giacomo),auction{service flight_ticket{athens,paris,"18;
J15"),maria),interpreter{giacomo),auction{service flight_ticket{athens,paris,"1

on December 18th, 2015 is $93

Giacomo
I have a bid for the flight from Athens to
Paris on 18/12/2015 for 50 euros

2euros

115",93.15921652579276)
A2)

15"),maria),interpreter{ giaco!

72015, maria) interpreterigia] M

"The winner of the flight ticket from Athens

J15"),maria),interpreter{giac to Paris on December 18th, 2015 is Maria.”

from bob
#2015"), giacomo),winner(flight
Giacomo
| have a bid for the flight from Paris to
Athens on 15/12/2015 for 12 euros

115"),giacomo),winner{flight_ti
157),giacomo),winner{flight_tic

bob
"The winner of the flight ticket from Paris to
Athens on December 15th, 2015 is Giacomo."

Send

Figure 4. An auction run where the human player wins.

6.1 Setup

Each sentence passes a three—step pipeline: (1) find the nearest belief
literal by embedding similarity, (2) classify the KQML illocutionary
force (tell, askOne, askAll), (3) generate a logical term corre-
sponding to the KQML message content by filling a typed JSON tem-
plate. Temperatures range over {0.0,0.2,0.4,0.6,0.8,1.0}. Scoring
abstracts from formatting noise (number masking, variable renam-
ing, _ placeholders).

Tests were run on a MacBook Pro (14-inch, 2021) with Apple M1
Pro chip, 16 GB of RAM, and macOS Sequoia 15.6 OS.

—_—____________ Ll

Giacomo
Which are the available agents?

interpreter

“In this multi-agent system, the agents are
listed as follows: Bob, Alice, Maria, and
Francois. They are all part of this system

PRI U @ and ready to interact with each other."

neer)]
1), describe(plan)]

Giacomo
-which are your available plans?

bob

“I can summarize what | can do as a dotted
list. The list of the plans | have available is: -
Start - Bid for a service with ID 1"

Send

Figure 5. Screenshot showing explanations inside the auction MAS.

6.2 Results

Embeddings. On 3,435 sentences we reach 82.9% top—1 accuracy
(cosine similarity 0.73, 55 ms/query), with all-minilm:33m peaking
at 87.3%. Several domains (e.g. cooking, games_platform) exceed
90%, while others (house_builder, employer_management) lag due
to lexical variability.

Message performatives. Across 96k items, classification averages
63.6% accuracy, 1.4s latency (10.7 s end—to—end). The best model
(gwen3:8b) exceeds 90%. Most errors stem from interrogatives
phrased as statements or stative imperatives like the one shown in
Figure 6 where ‘tell’ in the sentence had to be translated into an ‘ask’
performative.

Message content. Exact content (more in general, exact term) ac-
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Sentence Incorrect

Tell me the pressure of both front tires

Performative xpected

tell askAll

e Eye— Levenshtein
tire_pressure(_, 28) tire_pressure(front, _) 7

Performative Time Generation Time Total Time

1.745 s 13.306 s 15.051 s

Figure 6. Wrong performative classification (from the Streamlit dash-
board).

curacy is 25.2%, with 17.5% joint match (performative+content)
and mean edit distance 15 characters. Generation of terms adds
9.3 seconds to generation of embeddings. Best accuracy comes from
gwen2.5:7b (45%), while phi4 minimises edit distance. Outputs
range from exact matches to partial (constants abstracted) or incor-
rect (functor mismatch). We stress that content generation is an ex-
tremely challenging task, as shown in Figure 7 where content transla-
tion error was due to wrong use of case and quotes. In a situation like
this an ad-hoc post processing, based on standard NLP techniques,
might easily turn wrong results into correct ones. More subtle errors
arise, however, that could not be easily spotted and fixed.

Sentence Partial

Employer 7 attend JS course till 1/11/2025

Performative Expected

tell tell

Term Expected Levenshtein

training_attended(7, JS,

1/11/2025)

training_attended(7, js. 4
"1/11/2025")

Performative Time Generation Time Total Time

1.866 s 14.713 s 16.569 s

Figure 7. Wrong content generation (from the Streamlit dashboard).

6.3 Discussion & Validity

Embedding finding is accurate and fast, providing a stable ba-
sis for grounding. Performative classification is easier than con-
tent generation (64% vs. 25%), highlighting the difficulty of struc-
tured synthesis. Compact models (7-8B) perform competitively un-
der typed—JSON prompting, with clear accuracy—latency trade—offs
(Figure 8). Threats include LLM stochasticity, domain imbalance,
and prompt drift; we mitigate by consistent scoring and publishing
per—domain/model results, in order to allow independent inspection.

7 Related and Future Work

BDI agents, chatbots, and explainability. The literature on BDI-
based conversational agents is fairly rich, but few works adopt Jason
as the implementation language. Notably, chatbots are often intro-
duced to improve agent explainability. For instance, Dennis et al. [14]
use dialogue to clarify agent behavior, relying on a simplified BDI

language in Python (SimpleBDI)'. Similarly, Ichida et al. [26] pro-
pose a BDI-inspired dialogue framework using python-agentspeak"!
to expose agent reasoning. The works above address explainability
issues thanks to dialogues with humans, but use neither Jason nor
JaCaMo. Of course this is not a limitation per se, but using agent
toolkits different from the one we use, makes the comparison with
our work hard to carry out. Hence, we stress the agent toolkit di-
mension and we limit our detailed comparison to Jason-based frame-
works. For example, Yan et al. [47] propose a multi-level explainabil-
ity framework in Jason, supported by a working prototype'>. How-
ever, their approach does not support flexible human-agent conversa-
tion. On the methodological side, Winikoff et al. [45] evaluate an ex-
planation model based on folk psychological concepts, while Alzetta
et al. [1] focus on real-time explainability within the RT-BDI frame-
work. Engelmann et al. [15, 21] introduced Dial4JaCa and its exten-
sions, integrating JaCaMo with Dialogflow. Explanation is supported
via argumentation and Theory of Mind. Unlike Dialogflow, which
requires domain-specific training data aligned with AgentSpeak(L),
ChatBDI uses domain-independent LLMs for both interpretation and
generation, with no manual configuration. While Dial4JaCa achieves
greater reliability in specialized domains (e.g., hospital bed alloca-
tion), ChatBDI offers a more general solution at the cost of reduced
control.

BDI agents and LLMs. The closest work to ours is by Frering
et al. [20], who also integrate Jason with an LLM (GPT-40) to in-
terpret natural language commands and use BDI agents for verifi-
able reasoning. However, key differences exist. ChatBDI is general-
purpose, supports both open and closed MAS, and automatically ex-
tracts agent literals to guide nl2kgml translation. In contrast, their ap-
proach relies on domain-specific prompt engineering (e.g., Listing 2
in [20]), is limited to a closed MAS, and only interprets a single com-
mand (goto (X, Y)).Furthermore, ChatBDI is open-source, while
no code is available for [20]. To our knowledge, no other works apart
from the ECAI 2025 one by Ciatto et al. [8] integrate LLMs with Ja-
son. More generally, Ichida et al. [27] propose NatBDI agents, com-
bining LLMs and reinforcement learning to allow developers to in-
struct agents in natural language. While ChatBDI also targets devel-
oper usability, it builds on Jason without modifying the BDI reason-
ing cycle, unlike NatBDI. Ricci et al. [39] envision generative BDI
architectures by embedding LLMs in the reasoning cycle and plan
generation, that Ciatto et al. implemented [8]. Other authors, such as
Gondo et al. [23] and Jang et al. [28], use BDI-inspired prompts to
guide LLM behavior but do not employ BDI agents.

Conclusions and Future Work. We introduced ChatBDI, a frame-
work that enables BDI-based MAS to engage in natural language
dialogue with users non-invasively. By chattifying agents at run-
time without requiring source code access, ChatBDI ensures broad
compatibility across systems. A key strength lies in its enhanced in-
spectability: the chat interface renders KQML exchanges in natural
language, helping developers trace behaviors and debug interactions
more intuitively than with traditional tools like Jason’s Sniffer. Be-
yond its immediate utility, ChatBDI also contributes to the broader
field of explainable agency by demonstrating how natural language
generation can remain grounded in the internal symbolic reasoning
of BDI agents. Rather than replacing symbolic architectures, LLMs
in ChatBDI serve as language actuators, giving fluent voice to goal-
driven, inspectable agents. This hybrid model shows that the future

10 https://github.com/jhudsy/BDIexplanation.
11 https://github.com/niklasf/python-agentspeak.
12 https://github.com/yan-elena/domestic-robot-example/tree/main/src.
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Figure 8. Accuracy-latency trade—offs across evaluation tasks. From top: (1) embedding finding, (2) performative classification, (3) content generation, (4)
sum of performative classification (orange) and content generation (blue) (from the Streamlit dashboard).

of agentic Al may lie not in purely generative systems, but in neu-
rosymbolic combinations where sub-symbolic models facilitate in-
teraction, while symbolic reasoning ensures coherence, purpose, and
explainability [16]. In this light, ChatBDI offers an early blueprint for
human-aligned, intentional Al systems where humans can inspect,
converse with, and even contribute behaviorally to agents using nat-
ural language. A current limitation is the runtime injection of plans
by ChatBDInt to extract beliefs and triggers, which may raise secu-
rity concerns in sensitive domains. While this is acceptable in open-
source MAS, stricter contexts may require access control. As future
work, we plan to add protocols that restrict LLM access to authorized
agents and selected content.

We also aim to extend nl2kgml to support the t e 1 1How performa-
tive, allowing users to teach new plans via natural language — a step
toward natural language programming for AgentSpeak(L). Addition-
ally, we plan to evaluate Small Language Models (SLMs) as lighter
alternatives to LLMs for kgmi2nl, offering lower resource use and

improved control in constrained settings [33]. So far, these techni-
cal extensions are possible for the Jason implementation only: in-
deed, while many other BDI-like and declarative agent languages
and frameworks exist [13, 25, 44] and share some features with
Jason, an immediate porting of the ChatBDI architecture and vi-
sion is not foreseen. As a last goal on the theoretical side, we in-
tend to formalize the semantics of UserMessageToAgent and
AgentMessageToUser, supporting the integration of humans
into MAS as first-class conversational agents [43].
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